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This document gives a list of corrections for the first printing of the book Deep
Learning: Foundations and Concepts. The online version of the book is available at

https://www.bishopbook.com

and has been updated to reflect these corrections. Future print versions will also be
updated. We are grateful to the readers who have provided feedback and highlighted
errors in the original version. Additional feedback is always welcome and can be
sent to feedback@bishopbook.com

Page 4 Section 1.1.3, end of first paragraph: “Such synthetic images are of exception-
ally high quality and it can be difficult to tell them apart from photographs of
real people.”

Page 11 End of third paragraph: “We know that a power series expansion of the func-
tion sin(2πx) contains terms of all odd orders, so we might expect that results
should improve monotonically as we increase M .”

Page 14 Figure 1.10: the label on the horizontal axis should be lnλ instead of M .

Page 19 Second paragraph, fourth line: “Nodes in the middle layer are called hidden
units because their values do not appear in the training set, which only provides
values for inputs and outputs.”

Page 20 Final paragraph, seventh line: “signals can produced good values for those
parameters.”

Page 30 Three lines below equation (2.20): “From this it follows, using the sum rule,
that p(T = 0) = 1−387/10, 000 = 9613/10, 000 = 0.9613 and, hence, there
is a roughly 96% chance that the do not have cancer test will be negative.”

Page 31 Third paragraph, fourth line: “We note, however, that a person with a positive
test still has only a 23% change chance of actually having cancer, even though
the test appears, from Figure 2.3 to be reasonably ‘accurate’.”

Page 42 Final sentence: “Here the modulus |·| arises because the derivative dy/dx
dx/ dy could be negative”.

Page 52 After equation (2.101): “This is equivalent to the requirement that the second
derivative of the function be everywhere positive non-negative.”

Page 61 Exercise 2.28: “This can be done by writing pε = exp(ε ln p) = 1 + ε ln p +
O(ε2) O(ε2) and then taking ε→ 0.”

Page 62 Exercise 2.40: “Assume that the prior probability that the convex concave side
is heads is 0.1.”
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Page 70 End of Section 3.1: “Note that two-state quantities can be represented either as
binary variables and modelled using the binomial Bernoulli distribution (3.9)
or as 1-of-2 variables and modelled using the distribution (3.14) with K = 2.”

Page 70 After equation (3.26): “where µ is the D-dimensional mean vector, Σ is the
D ×D covariance matrix, and detΣ |Σ| denotes the determinant of Σ.”

Page 106 Exercise 3.4: “To do this, differentiate both sides of the normalization condi-
tion (3.198) with respect to µ and then rearrange to obtain an expression for
the mean of n m”.

Page 117 Section 4.1.4, seventh line: “If the numberM of basis functions is smaller than
the number N of data points, then the M vectors φj(xn) ϕj will span a linear
subspace S of dimensionality M .”

Page 149 Last line: “Another measure is the F-score, which is the geometric harmonic
mean of precision and”

Page 158 In equation (5.70): w + 0 w0.

Page 162 Caption to Figure 5.16: yN yK .

Page 166 Second line: E[t|x] E[tk|x].

Page 168 Margin reference: Section 11.2.3 Section 11.2.4.

Page 181 Figure 6.9: the node x0 should be solid.

Page 197 Section 6.4.3: multiclass classification Multiclass classification.

Page 203 Equation (6.50): σ2
k(x) Dσ

2
k(x).

Page 213 End of caption to Figure 7.2: eigenvectors eigenvalues.

Page 217 Equation (7.22): var[z(l)j ] var[a
(l)
j ].

Page 224 Equations (7.46) and (7.47): all the τ superscripts should be in parentheses.

Page 225 Near the end of Algorithm 7.4: n+B > n n > N .

Page 230 Equation (7.64): the right-hand side should have a overall minus sign.

Page 248 End of second paragraph: “we obtain v̇5 v̇7, which is the required derivative.”.

Page 249 Equation (8.67): J = Jr =.

Page 250 Equation (8.75): v2v1 + v4 cos(v2) v3v1 + v4 cos(v2).

Page 258 Second paragraph, third line: “as it is straightforward”.

Page 267 Final paragraph, ninth line: wML w?.

Page 273 First line after equation (9.28): σj σ2
j .
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Page 277 Figure 19.6b: the bottom right-hand box should say “linear” not “ReLU”.

Page 279 Last sentence before Section 9.6.1: “How significant this is depends on the
specific application scenario.”.

Page 282 Equation (9.55), right-hand side: w(τ+1) w(τ).

Page 284 Exercise 9.16, first line: Jensen’s in equality Jensen’s inequality.

Page 285 Equation (9.72): ynk tnk.

Page 294 Equation (10.5): the −1 should be +1 in each of the two terms.

Page 294 End of page: “roughly a factor of 1/S 1/S2 smaller”.

Page 301 Figure 10.10: the max pooling blocks should have the same depth as the pre-
ceding layers since they have the same number of channels.

Page 321 Second paragraph, first line: Estyle(G,C) Estyle(G,S).

Page 335 Figure 11.10 caption: “with the data points and the deterministic parameters”.

Page 354 Second line after equation (11.49): “parameter satisfying 0 6 µ0 6 1 0 6
µi 6 1 for i = 1, . . . ,M .”.

Page 354 Exercise 11.5, final line: “Discuss the interpretation of µ0 the {µi}.”.

Page 360 Second paragraph, seventh line: “Transformer models allows these distant
amino acids”.

Page 361 End of first paragraph: “of the same dimensionality as the output input.”.

Page 362 Paragraph after equation (12.4): “For the special case amm = 1 ann = 1, it
follows that anm = 0 for n 6= m m 6= n, and therefore ym = xm yn = xn
so that the input vector is unchanged by the transformation. More generally,
the output ym yn is a blend ”.

Page 363 Last line before equation (12.6): “whose rows are given by ym yT
m, so that”.

Page 367 Algorithm 12.1, third line: : {y1, . . . ,yN}.

Page 368 Algorithm 12.2, sixth line: {y1 . . . ,xN} {y1 . . . ,yN}.

Page 368 Algorithm 12.2, last-but-one line: Concat[H1, . . . ,HN] Concat[H1, . . . ,HH ].

Page 369 Final paragraph, sixth line: “but the output vectors are still constrained to lie
in the subspace spanned by the input vectors by the functional form of the
transformation.”.

Page 379 Second line after equation (12.32): p(xn|xn−1) p(xn|xn−1,xn−2).

Page 386 Third paragraph, twelfth line: “and since these probability probabilities are”.
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Page 390 Section 12.3.5 second paragraph, fourth line: “equipped with fast interconnect
interconnections and lots of onboard memory.”

Page 398 Third paragraph, fifth line: “K � D K � N”.

Page 404 Exercise 12.3, third line: “so that xT
nxm = 0 for n 6= m, and if ‖xn‖ → ∞

for all n, then the output vectors will”.

Page 406 First line: “We see that the most probable sequence is y1 = B, y2 = B y1 =
B, y2 = A.

Page 417 Second paragraph, sixth line: “operator will again be”.

Page 418 First line after equation (13.18): “complete set of weights”.

Page 419 Equation (13.21): ytni
ni tni ln yni.

Page 431 Equation (14.6): p(ŷ) ≡ h(y) dŷ p(ŷ) dŷ ≡ h(y).

Page 431 First line after equation (14.6): “ which is the indefinite integral.

Page 433 Second paragraph, fifth line: “Then, if If.

Page 441 Section 14.2.1, second paragraph, three lines from the end: “The Metropolis
algorithm in is summarized”.

Page 451 Equation (14.48): replace e with E in three places.

Page 452 Equation (14.49): p(x|w)p(x) dx p(x|w) dx.

Page 455 First line after equation (14.60): “no longer appears at as it is independent”.

Page 455 Fourth line after equation (14.61): “it can be shown that”.

Page 455 Fifth line after equation (14.61): “the value of z(τ) x(τ) is an independent”.

Page 458 Exercise 14.17, second line: “can be written in the form (14.52) (14.53).”.

Page 475 Algorithm 15.2, last line: {xk} {µk}.

Page 479 Last-but-one line: “when we discuss the”.

Page 506 Two lines before Section 16.2.1: Tipping and Bishop 1997, 1999 (1997, 1999)”.

Page 516 Equation (16.57): L(w) L(q,w).

Page 517 Equation (16.60): L(w) L(q,w).

Page 533 Fifth line: “and w represents the”.

Page 535 Equation (17.6), first line: Nreal N .

Page 535 Equation (17.6), second line: Nsynth N .
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Page 537 Second paragraph, second line “which shows a simple one§-dimensional data
space.

Page 538 Figure 17.3, caption: horizontal axis label should be d instead of x.

Page 538 Equation (17.11), first line: ln d(xn,φ) d(xn,φ).

Page 538 Equation (17.11), second line: ln d(g(zn,w,φ)) d(g(zn,w),φ).

Page 554 Section 18.3, fourth line: “concept of a neural ODE then ODE. Then we see
how this applies”.

Page 554 Equation (18.22), left-hand side: z(t) z(t).

Page 557 Final paragraph, fifth line: “if the determinant is lower diagonal triangular, as
in many forms of normalizing flow.

Page 572 Figure 19.7, fourth line of caption: “prior distribution p(z) p(z) is unimodal”.

Page 574 Equation (19.15): there should be an overall minus sign in front of the right-
hand side.

Page 575 Equation (19.18): µj(xn,φ)ε
(l)
nj + σ2

j (xn,φ) σj(xn,φ)ε
(l)
nj + µj(xn,φ).

Page 575 Last paragraph, first line: “The full error function lower bound for the VAE”.

Page 576 Final paragraph, first line: “Note that the first second term in the ELBO”.

Page 577 Third paragraph, first line: “introducing a coefficient β in front of the first
second term in (19.14)”.

Page 582 Third line after equation (20.1): “and that the variance covariance of zt”.

Page 587 Second line: “the reverse distribution q(zt|zt−1) q(zt−1|zt)”.

Page 587 Eighth line after equation (20.18): “There is considerable flexibility”.

Page 592 Line before equation (20.40): “version of (20.37) into (20.33) (20.32) gives”.

Page 597 First line after equation (20.52): “is drawn from N (z|0, I) N (ε|0, I).”.

Page 599 First line after equation (20.56) “The SDE given by (12.55) (12.56) is”.


